Extending the possibilities of corpus-based research on English in the twentieth century: A prequel to LOB and FLOB

Geoffrey Leech and Nicholas Smith
Lancaster University

Abstract
This paper explains the rationale for a new corpus being assembled at Lancaster University to complement the existing Brown ‘family’ of corpora: that is, English language corpora modelled on the original Brown University corpus, such as LOB, Frown, FLOB, Wellington, etc. The purpose of the new corpus, called Lancaster1931, is to extend the chronological span of these corpora into the first half of the twentieth century, and so to afford researchers a stronger empirical basis for examining recent changes in grammatical usage in English. We discuss some methodological issues encountered in extending the Brown model to earlier historical periods. We also outline some developments under way to permit more rigorous computer-assisted analyses within and across these corpora, namely (i) encoding of all the corpora with XML, (ii) adoption of a common grammatical tagset, known as ‘C8’, and (iii) implementation of a semantic annotation scheme.

1 Introduction
In 1964, when the pioneering one-million-word Brown University corpus of written American English was completed and published, W. Nelson Francis, its chief architect, announced it as “a standard corpus of edited present-day American English” (Francis 1965). His use of the term ‘standard’ is glossed, without any prescriptive overtones, in terms of utility for a research agenda for the future:

It should … be of help to have a common body of material on which studies of various sorts can be based, among which comparisons can be made. It is in this sense that the corpus is hope-
fully called ‘standard’. It can certainly be matched by parallel corpora of British English or of English of other periods such as the eighteenth or seventeenth century… But I am quite willing to let someone else prepare the next million words! (ibid. 273).

The anticipation of new, ‘parallel’ corpora subsequently being added is reflected in the code ‘E1’ – i.e. first English corpus – which Francis inserted into the Brown corpus coding scheme. To date, Francis’ invitation has been taken up for several varieties of English, all of them so far within the late twentieth century. The first round of development was essentially synchronic. The LOB corpus (Johansson et al. 1978) of written British English matched the Brown corpus with respect to its year of sampling, 1961, and (almost exactly) its sampling frame and representation of different text types. During the 1980s work on the addition of other ‘standard’ varieties to the Brown family led to improved corpus representation of Englishes worldwide; new corpora included Indian English (Shastri 1988), Australian English (Collins and Peters 1988), and New Zealand English (Bauer 1993).

It was not until the 1990s that a clearly diachronic element was introduced to the collection, along the lines envisaged by W. Nelson Francis. The FLOB and Frown corpora compiled at Freiburg University represented, respectively, written British English in 1991 and American English in 1992. Because of the thirty-year ‘generation’ gap between Brown/LOB and Frown/FLOB, and their closely matching design, the four corpora offered an unprecedented opportunity for linguists to investigate and compare real-time changes within two major varieties of written language. Moreover, because of the recentness of FLOB and Frown, such changes could be justifiably claimed to represent changes currently in progress in written usage (see Mair 1998 and Hundt and Mair 1998). Copyright clearance of permissions meant that researchers in other sites could share in the benefits.

This article presents the first research we are aware of undertaken to extend the Brown model backwards in time. For want of a better term, we refer to the new Lancaster1931 corpus as a ‘prequel’ to LOB and FLOB, in the sense that it predates these corpora with respect to sampling period, although it follows them in its date of compilation. The next planned extension to our project will be a further prequel of this kind, that is, a matching corpus of British English texts published in 1901, provisionally named Lancaster1901. On completion, the four corpora, FLOB, LOB, Lancaster1931 and Lancaster1901, will hopefully provide linguists with an extensive and strictly comparative basis on which to track
change in written British English in the twentieth century. We aim to clear cop-
right permissions for release of Lancaster1931 by 2006.

2 Existing corpora of English spanning the twentieth century
As yet, there is a dearth of corpora of English spanning the whole of the twenti-
eth century, or more particularly spanning the early part of it. Those that exist,
to our knowledge, tend to be restricted in that they either are not generally avail-
able to the research community, or sample a very restricted range of genres.
Westin’s (2002) Corpus of English Newspaper Editorials (CENE), for instance,
is a collection of institutional editorials sampled at ten-year intervals across the
twentieth century. It is based on three ‘broadsheet’ British newspapers (The
Times, the Guardian and the Daily Telegraph). Due to copyright restrictions, the
CENE is not yet available to the public. This is a pity, because Westin makes a
number of important observations and claims on stylistic change in editorials
across the twentieth century, including, notably, that there has been an increas-
ing informality of style, and increasing density of lexical information (Westin
2002). This raises the question, do other genres covering the same period reveal
the same or different trends?

Similar remarks apply to Bauer’s corpus of The Times (Bauer 1994). It too
consists of editorials, sampled at decade intervals, and is not publicly distrib-
uted. Bauer points out, however, that the newspapers sampled for the creation of
the corpus are all accessible in public libraries around the world, although the
laborious process of recreating his corpus would make it difficult for anyone to
replicate the analyses and findings.

The early twentieth century is partially covered by David Denison’s Corpus
of Late Modern English Prose (Denison 1994), consisting of informal private
letters written between 1861 and 1919, by British writers. This corpus sits more
firmly in the nineteenth century than the twentieth century, and is again of a sin-
gle genre; but it is available to the research community.

In contrast to the above, the ARCHER corpus (Biber et al. 1994) covers a
wide chronological span (1650 to the present) and a diverse range of genres (e.g.
drama, medical, historical and news reportage texts). On the other hand, only
two period samples are taken per century, bracketed into fifty-year blocks.
ARCHER provides a rich array of diachronic data, but is as yet not available to
the research community.
3 Characteristics of the Brown family of corpora

Following the design blueprint of the other corpora in the Brown family, Lancaster1931 consists of one million words of printed English spread across 500 texts. Each text sample consists of approximately 2,000 running words, selected at a random point in the original source. The sampling range covers 15 text categories, including, for example, newspaper reportage, popular lore, learned writing, and romance fiction.7

These categories correspond loosely to the traditional notion of ‘genre’, ‘register’ or ‘text type’. It should be pointed out, however, that within many of the categories there is a great deal of internal heterogeneity: news reportage, for instance, comprises a miscellany of news types, including political, cultural, sports, and ‘spot’ news. Category ‘E’ comprises hobbies (books and magazines) and professional skills and trade journals. Within each text category, there are subcategories such as national press vs. provincial press; books vs. periodicals; natural sciences vs. social/behavioural sciences. At a higher level of generality, six of the categories can be grouped under the heading of ‘fiction’ (or ‘imaginative’), and nine under the heading of ‘non-fiction’ (or ‘informative’).8

Although the corpora represent a rich variety of genres, they do not record any biographical or demographic information about the writers: e.g. their geographical origin, sex, age, education. In many cases such information was simply not known. (See discussion of problems of this kind in Bauer 2002).

Some of the corpora are part-of-speech (POS) tagged, and in some cases the tags are post-edited and where necessary corrected. However, up to now there have been differences of mark-up and tagging conventions preventing easy comparisons of distribution of grammatical features across the four corpora. In collaboration with Christian Mair and his team at Freiburg, we have been progressively remedying this situation by applying a common tagset and a common mark-up scheme to the four existing corpora Brown, LOB, FLOB and Frown, as well as to the new and still incomplete corpus Lancaster1931. These improvements are described in section 5 below.

Apart from these limitations, it is well-known that the Brown model is representative of the language only in a very limited sense. It is restricted to written language, and further to mainstream standard varieties of public, printed text. It does not include more peripheral or ‘exotic’ registers such as poetic and dramatic texts; advertising; ephemera; private correspondence.
4 Issues in sampling

4.1 Target sampling interval (periodization)
We chose 1931 (± three years – see below) as the target sampling year in order to maintain the thirty-year gap already established between the existing corpora of British English (LOB and FLOB) and of American English (Brown and Frown). The planned Lancaster1901 corpus will conform to this pattern: our intention is to include British English texts published in 1901 (± 3 years), thus maintaining the thirty-year gap. The equidistant positions of the corpora in chronology will provide evidence as to whether a particular change is speeding up, slowing down, or following an even trend. Studies based on LOB/Brown and FLOB/Frown suggest that even thirty years is long enough to reveal significant changes in the distribution profiles of numerous grammatical categories. Such changes include a dramatic, almost wholesale, decline in use of modal auxiliaries (Leech 2003); a rise in the active and passive alternants of the present progressive (Smith 2002; Hundt 2004); and changes in relativization options, such as declining use of the \textit{wh}- relative pronouns, and increasing use of \textit{that} and zero relativization.9 But to verify these short-term developments, and trace their evolution over the longer term, it is clearly advantageous to sample more than two points in time.

One departure from the practice established in the existing corpora10 is that the sampling procedure for Lancaster1931 permits a leeway of three years on either side of the target year (i.e. sampling is from 1928 to 1934 inclusive). This change of practice was unavoidable because constraints on the budget and the duration of the project made it impractical to confine the sampling to a single year of publication. Since sampling for most diachronic corpora of earlier centuries of English has taken place across much wider date ranges, up to half a century in some cases, it seems unlikely that the seven-year span of Lancaster1931 texts will undermine the utility of the corpus for the study of diachronic change in the twentieth century.

4.2 Genre evolution: A problem for comparability of corpora
In recent years a few studies have drawn attention to the fact that the notion of genre is not only synchronically extremely varied, but also a fluid and complex issue for diachronic research. It needs to be addressed by those using historical corpora as well as by those compiling them (see, for example, Wright 1994, Biber et al. 1998: 252, Hundt and Mair 1999).

The stylistic changes that occur within a single genre over a period of time can be quite dramatic. Atkinson (1999), for instance, demonstrates that in one
scientific journal, the *Philosophical Transactions of the Royal Society of London*, there was a major shift, across three centuries, from an “author-centred” to an “object-centred” approach (1999:100). Scientific articles became much more focussed on abstract and informational forms of expression (e.g. passives, nouns and attributive adjectives). He relates these developments to an evolution in the institutional norms of the Royal Society, and the cultural values of the scientific community in general. A similar drift towards a more compressed, nominal style has been noted in other specialist genres such as medical writing, news reportage, and news editorials (Biber and Finegan 1989; Biber and Clark 2002; and Westin 2002).

The twentieth century seems to have been a period of particularly rapid stylistic change. Biber and Clark (2002: 63) provide evidence that the shift to a denser informational style in specialist genres accelerated during the last 50-100 years. They and others suggest that this can probably be explained by the fact that the twentieth century was a period of extremely rapid social change, accompanied by increased professional and academic specialization, and hence genre specialization. The century has, in addition, been characterized as a period of ‘colloquialization’, to borrow Christian Mair and Marianne Hundt’s term (Mair 1998; Hundt and Mair 1999). By this they refer to a tendency for written genres to increasingly adopt patterns more typical of colloquial speech, such as contractions, and first and second person pronouns. They illustrate colloquialization particularly with respect to the newspaper genres of LOB/FLOB and Brown/Frown, and suggest that other genres incline towards the same speech-like habits to a greater or lesser degree. Evidence of this trend can be found more generally across regional varieties of present-day English (Sigley 1997), and may have been going on over a span of centuries rather than decades (Biber and Finegan 1989).

4.2.1 An issue for the corpus user
The stylistic evolution of genres is liable to obscure, or at least complicate, the question of language change ‘proper’, that is, the question of whether a particular change has taken place in the grammar of the language. As Hundt and Mair state, differences observed between matching corpora such as LOB/FLOB and Brown/Frown may “reflect a change in stylistic preferences rather than a change in grammatical rules” (1999: 222). This is an important cautionary note, since it is largely for the purpose of detecting grammatical change – the diachronic emergence or decline of particular grammatical features – that many look to historical corpus data. The evidence they provide of systemic change is indirect,
with genre playing a significant mediating role in the spread of such change (Hundt and Mair 1999: 236).

One way for the linguist to take account of, though not to solve, the issue is to carry out a general, multivariate profile of stylistic change across the historical corpora. Ideally a wide array of features, and genres, should be surveyed. Such an analysis then serves as a background against which to compare change in the linguistic feature(s) of immediate interest. The stylistic study can be quantitative (e.g. based on a ‘multidimensional’ model, Biber 1988), or qualitative, taking a more socio-cultural perspective (as for example in McIntosh 1998), or both (e.g. Atkinson 1999). Smitterberg’s (2002) analysis of the progressive in nineteenth century English is exemplary in combining broad stylistic profiling with a close study of a particular grammatical structure. Only by examining a range of stylistically relevant features, across several genres, can we tell where a change in frequency – e.g. a decline in the use of the passive in academic writing – is to be seen as part of a more general trend, or as something peculiar to the feature in question.

4.2.2 An issue for the corpus compiler

As mentioned earlier, the issue of genre evolution is probably especially important within the twentieth century, because it was a period of considerable social and stylistic change. How does this affect sampling? We will consider a case affecting the sampling of texts for the Lancaster1931 corpus.

In the late 1920s and early 1930s, some written genres were already well established, with clearly recognizable features. Detective fiction, for example, was between the wars in its ‘golden age’ (Knight 2003), becoming a central genre in the publishing market. Matching texts from this period to those of the end of the twentieth century is relatively unproblematic. However, numerous other genres during the 1920s and 1930s were still in their infancy, and still only beginning to acquire their present form, e.g. psychology, sociology, science fiction, and romantic fiction. The 1929 edition of Sociological Review (vol.21, no.1), for instance, contains two articles that resemble the form and style of a modern sociology paper, and three that are radically different – more in the tradition of philosophic and humanistic scholarship. It was tempting for us to restrict the selection for Lancaster1931 to one of the modern style articles. By minimizing the stylistic differences between this and the articles from Sociological Review excerpted in LOB and FLOB, we might hope to reveal more clearly grammatical changes over time. We decided against this policy, however, since
it would be at odds with the practice of stratified random sampling used in the existing corpora.12

As we move further back in time, say, to the eighteenth or seventeenth century (following Francis’ suggestion above), it becomes questionable whether we can maintain the Brown model of corpus design in its existing form. No doubt loose comparability could be maintained by diluting the specification of certain genres, allowing, for example, detective fiction (category L in LOB, FLOB, Brown etc.) to be replaced by a broader category of fiction, and psychology and sociology (in category J) to be replaced by other types of learned writing. Substitutions of this kind are a feature of the present-day Australian English, New Zealand English and Indian English corpora in the Brown family. A more serious difficulty would be that some genres, such as ‘letters to the editor’ (in category ‘B’ of the Brown family corpora), would not have existed at the time. And presumably other genres that were popular at the time, but have since disappeared, would need to be added to such a corpus.

Two important desiderata of equivalent corpora we have already mentioned are representativeness and comparability (‘matchingness’). It is widely assumed that if a corpus is to be reliably used as a basis for statements about (a variety of) a language, it must be in some sense representative. Francis himself (1982: 7) defined a ‘corpus’ with representativeness in mind: “a collection of texts assumed to be representative of a given language, dialect, or other subset of a language, to be used for linguistic analysis”. The wide range of text sampling of the Brown model ensures that each corpus is broadly representative of published English for the relevant period and regional variety. However, representativeness and comparability can be at odds with one another. This can happen when the importance of matching of text samples in corpora like LOB and FLOB is allowed to overrule the importance of achieving a balanced representation of the language in synchronic terms, as we discuss in 4.3. below.

4.3 Diachronic matching: Random sampling versus publication matching

There is a slight but possibly significant difference in sampling frames used for LOB and FLOB. In the case of LOB the sampling frame – that is, the total population of publications considered – included all books and periodicals that met the twin criteria of: (i) falling within the fifteen genre categories listed above, and (ii) being published in 1961. The titles were extracted from exhaustive listings: for books, the British National Bibliography Cumulative Subject Index, 1960–1964, and for periodicals, the Willings Press Guide (1961).

In the case of FLOB the sampling frame for periodicals was largely predetermined by the selected titles in LOB. An effort was made to select articles
Extending the possibilities of corpus-based research on English in the twentieth century

from newspapers, magazines and journals that were in print both in 1961 and 1991–92 (Sand and Siemund 1992: 120). Only if a publication was discontinued was another substituted. The effect of this strategy is that the later corpus is not so randomized a sample of available publications as the earlier corpus. This policy permits a closer control over the diachronic comparison of language use by matching individual text samples as closely as possible: it gives greater comparability. However, this will be at the expense of synchronic representativeness if some of the publications in question have become peripheral to the reading public, and other titles, much more widely read, have been excluded as a result. We are not aware that any problems of this kind arose in the case of LOB and FLOB. However, the comparability between LOB and Lancaster1931 is in principle subject to the same kind of distortion, except that the time factor is reversed. That is, the situation we want to avoid is one where the matching of individual texts leads to an under-representation of some genre or sub-genre which was more frequent 30 years earlier, or conversely, the over-representation of some genre or sub-genre which was less frequent 30 years earlier. The cases of sociology and science fiction text types mentioned above are minor instances of this kind. However, they do not distort the picture to the extent that we have felt it necessary to abandon the practice of matching text by text, rather than relying on random sampling. We have felt it wiser to replicate as far as possible the practice employed at Freiburg in sampling texts for the FLOB corpus, so that the threefold comparison Lancaster1931 – LOB – FLOB can proceed on the basis of close text-by-text equivalence.

5 Corpus processing enhancements to the Brown family corpora

This section describes some enhancements to corpus encoding and annotation that are being applied to the new corpus, as well as to other corpora in the Brown family, beginning with the British English data (Lancaster1931, FLOB, LOB).

The purpose of these enhancements is to improve the potential use of the corpora for linguistic analysis, by ensuring an optimal degree of consistency of practice and hence comparability across these samples of twentieth century written English language.

5.1 Encoding with XML

Each of the corpora in the Brown family contains mark-up, that is, a set of codes representing different types of structuring and formatting information applied to the original excerpted texts. The compilers of each corpus have gone to great
lengths to retain this metatextual information so as to enable ‘scoped queries’, i.e. queries operating only within the scope of a structural or formatting feature, such as direct speech quotations, or text highlighted in bold. Our experience, however, is that few users of these corpora manage to exploit the potential of the mark-up, and typically filter out all mark-up codes before running a query. The problem partly stems from differences of mark-up conventions from one corpus to another. (LOB has a different scheme to Brown, and both of these differ from the mark-up of FLOB and Frown.) In addition, there has been a shortage of generally available software to allow easy exploitation of these mark-up codes.

To remedy this situation, we propose to convert existing mark-up in the corpora to XML, and to use XML in the Lancaster1931 corpus. XML is emerging as a standard, non-proprietary encoding scheme, for which a growing range of analysis software is available. Using XML and programs such as XAIRA (Burnard 2004), corpus users will find it easier to undertake context-sensitive searches, e.g. searches for all instances of infinitives in headlines, or for all occurrences of get not in quoted material.

5.2 Adoption of a common grammatical tagset (Claws ‘C8’)

Morphosyntactic wordclass annotation (POS-tagging) of a corpus is an invaluable aid for the retrieval of many types of grammatical structure, e.g. passives, progressives, prepositions, relative clauses, and conjunctions. The existing corpora Brown, Frown, LOB and FLOB have already been automatically POS-tagged using the C8 tagset. This enhancement is continuing with the manual post-editing of the corpora: a procedure that is still in progress. In LOB and FLOB, the tags have already been post-edited and corrected. Our plan is also to tag Lancaster1931 as soon as it is complete. The original CLAWS tagset devised in 1980 for the tagging of the LOB Corpus was itself an elaboration and modification of the earlier tagset devised for the Brown Corpus, and since then has gone through many further refinements. Our latest version, C8, includes minor improvements on the C7 tagset, the richer of two versions of the tagset used for annotating the British National Corpus (BNC). Unlike C7, C8 distinguishes auxiliary from lexical forms of the primary verbs BE, HAVE and DO. Linguists used to using earlier tagsets in the same series will have little difficulty adapting to C8. The tagging of Lancaster1931, LOB and FLOB with the same tagset C8, applying the same tagging system, will permit the comparative analysis of all three corpora in terms of grammatical categories, so that it will be possible to ascertain whether the trends already observed in the comparison of LOB and FLOB can be traced back to 1931 using the earlier corpus.
5.3 Lemmatization

POS-tagging is also a pre-requisite to accurate lemmatization. With the aid of lemmatization, users of the corpora will be able to make lexico-grammatical searches more efficient (because the variants do not need to be found separately), and more discriminatory (because lemmas are part-of-speech based). Figure 1: Concordance of the verb lemma FLY, sampled from the BNC1 illustrates this with an extract from a KWIC concordance of the verb lemma FLY, sampled from the BNC.

The lemmatization procedure being used is an adaptation of Beale (1987), and has been applied exhaustively to other corpora including the BNC (Leech, Rayson and Wilson 2001).

5.4 Semantic annotation

Annotation with a state-of-the-art semantic tagger (Rayson et. al 2004) will allow researchers to add an unprecedented level of sophistication to their linguistic querying of the corpora. They will be able to systematically take into account the contribution of semantic factors in the distributional behaviour of grammatical categories, and compare these patterns over time. As an example, Figure 2: Concordance of verbal (including auxiliary) expressions of obligation/necessity (based on a sample of semantically tagged material in the BNC)2 shows a KWIC concordance view of verbal (including auxiliary) expressions of obligation and necessity based on a combination of a semantic tag and a grammatical tag.
Figure 2: Concordance of verbal (including auxiliary) expressions of obligation/necessity (based on a sample of semantically tagged material in the BNC)

6 Conclusion

The new Lancaster1931 corpus represents a new direction of diachronic expansion of the Brown family of corpora. It will add valuable evidence on grammatical and other changes over the sixty-year period 1931–1991. Whereas a significant difference of frequency between LOB and FLOB may suggest an ongoing trend, the evidence of the third, 1931 corpus will enable the analyst to confirm that trend by plotting three points on a graph, instead of two. In addition, it will be fascinating to discover what proportion of ongoing grammatical and stylistic changes, like those observed between LOB and FLOB, are recent developments, and what proportion are simply continuations of trends that were already established in the 1930s.

With the addition of the Lancaster1931 corpus we also plan to introduce some processing enhancements to the Brown family corpora, to facilitate comparisons within and across the corpora, and so improve their usefulness for further linguistic research.

Notes

1. We would like to thank the Leverhulme Trust for funding the research reported on here. We also thank Merja Kytö for helpful advice during the initial stages of compilation of the corpus; Robert Sigley, for numerous comments on an earlier draft of this paper; and Christian Mair, Lars Hinrichs, Birgit Waibel, Nicole Höhn and colleagues at Freiburg University who have contributed advice and data input to Lancaster1931, as well as postediting of the pos-tagged FLOB/Frown corpora.
2. The term ‘parallel’ is placed in quotation marks because it is commonly used in another sense, to refer to corpora consisting of aligned texts, typically source and translation texts, of two or more languages. Here we prefer the term ‘matching’ corpora or ‘equivalent’ corpora.

3. Although they are not quite synchronous with Brown and LOB, the common design these corpora share with each other affords a wider survey of the linguistic characteristics of global Englishes in recent times. A similar enterprise, following a different design model, is represented by the corpora in the International Corpus of English project (Greenbaum 1996).

4. Since fourteen years have now elapsed since the publication dates of texts used in FLOB and Frown, it is of course quite probable that even these corpora do not reflect the latest usage in printed English.

5. As in the present project, they were compiled principally for purposes of grammatical research.

6. Westin’s findings are based on a multidimensional analysis, using the methodology of Biber (1988). They are broadly consonant with findings in Biber and Finegan (1989) and Biber and Clark (2002).

7. The corpus texts were compiled into electronic form through OCR scanning and manually keying in the source texts.

8. The exact composition of the categories varies slightly between the American and British corpora, due to differences of publishing environment in the respective countries. This difference (which is maintained in Lancaster-1931) does not seriously detract from inter-corpus comparability, or the use of the term ‘Brown model’ for corpus design.


10. The Wellington Corpus (of New Zealand English) covers a two-year sampling period, 1986–87.

11. Smitterberg uses Geisler’s (2002) factor analysis of the CONCE as the basis for examining stylistic change in the nineteenth century.

12. We similarly decided, for the purposes of representativeness, not to attempt to adjust the sampling proportion of female authors. In Britain as elsewhere, the ratio of female to male authors in the 1920s and 1930s was extremely uneven. For discussion of some linguistic effects deriving from the social composition of the writing population, with reference to the Brown family of corpora, see Sigley and Holmes (2002).

13. Freiburg University have recently completed the postediting of FLOB, and are currently postediting Frown.
References


Extending the possibilities of corpus-based research on English in the twentieth century


